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INTRODUCTION

Chaos is ubiquitous in nature; therefore, the universe is filled with
countless mysteries that man can never understand. ― Joseph Ford
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EVERYDAY CHAOS
Isaac Newton wrote, “Truth is ever to be
found in simplicity, and not in the
multiplicity and confusion of things.” For
centuries we have abided by this
statement, believing that the universe’s
changes are dictated by a set of fixed rules,
akin to Newton’s clockwork apparatus.
Artificial intelligence, big data, modern
science, and the Internet are all revealing
a fundamental truth: The world is vastly
more complex and unpredictable than
we’ve allowed ourselves to see. Now that
technology is enabling us to take
advantage of all the chaos that it is
revealing, our understanding of how things
happen is changing — and with it our
deepest strategies for predicting, preparing
for, and managing our world. This affects
everything, from how we approach our
everyday lives to how we make moral
decisions run our businesses, and live our
lives. According to Weinberger, all of these
new possibilities have led to more
unpredictability, which naturally makes us
uneasy. The book focuses on the question:
“How do we navigate this new reality
where one prediction about the future can
result in multiple outcomes, none of which
we may truly understand?”
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THEMES OF THE BOOK
The Evolution of Prediction: From the ancient Egyptians up until the early 20th century,
predictions were made based on our collective sense of the world order. For example, the ancient
Greeks believed the words of the Oracle at Delphi because they thought their future resulted from
the interaction of Fates, gods, and imperfect mortals. Fast forwarding to the 1950s, the age of
computers led to a new way of thinking of the world and, a new way of making predictions. With
the rise of the Internet, we’ve started living–and thriving–in a far more chaotic world in which
surprise is the norm.
Unanticipating the Future: For thousands of years our most
basic strategy has been to anticipate the future and prepare for
it. Now, without intending to, we’ve adopted strategies in which
we refrain from guessing what will happen: We use A/B testing
for ad campaigns, we launch Minimum Viable Products to avoid
anticipating the features we think users will want, we give
people the ability to reshape video games we’ve sold them, and
we create open platforms to let anyone extend our products in
ways we would never have imagined. There are clear and
proven benefits to unanticipation; it encourages interactions
that are freer, more possible, and more complex than we
originally assumed.
The New Causality: We are beginning to see causality as one particular type of interoperability:
the ability to use elements designed for one system in another system the designers may never
have heard of, and in ways they had never anticipated. Interoperability enables us to create new
ways for things to interact. Under its sway, we are trying to control the future not by winnowing its
possibilities, but by making more of them.
Strategy and Possibility: Just as how we predict tells us how we think the future works, how we
strategize tells us what we think is the nature of possibility. Weinberger looks at four phases in the
evolution of business strategy and shows we are entering a new phase, guided by interoperability.
Strategy no longer always means allocating resources according to zero-sum decision making.
What Progress Looks Like Now: Our traditional idea of progress as a timeline now seems slow
and single-minded. The old linear view is being supplanted by a web of creations springing from
generative technologies that let us invent with an unparalleled ease. The new shape of progress is
as rich, tangled, chaotic, and overwhelming as the world it characterizes.
The Paradox of the Future: “We are at the beginning of a new paradox,” Weinberger writes. “We
can control more of our future than ever, but our means of doing so reveals the world as further
beyond our understanding than we’ve let ourselves believe. We have a category for this sort of
paradox: the awe that first roused humans to look up and to begin to grow into what we are.” As
Weinberger explains, amidst our caution, we should embrace the complexity and richness of this
“The hope of this book is that we can catch a glimpse of an epochal change in our understanding
that makes sense of an array of phenomena that are puzzling on their own, and more so because
we’ve so easily come to take them as normal,” Weinberger states. “It is a change in how we think
things happen, which means it is a change in how we think the future arises from the present, the
next from the now. And that changes everything.”
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WHY DO I CARE?
It will come as no surprise that I am interested in anything having to do with complexity science and
the science of prediction. After all, one of the stated aims of Hidden Forces is to “give you the tools
you need to navigate an increasingly complex world, so that you are less surprised by tomorrow
and better able to predict what happens next.”
What strikes me from the outset about David Weinberger’s book and his approach to the science
of prediction is how it juxtaposes the classical approach developed by early philosophers and
mathematicians in the ancient world (and later by enlightenment thinkers and experimental
scientists) with a more recent move towards reliance on machine learning algorithms. What David
focuses on is the conceptual and working models traditionally used to make predictions about the
future state of a system, and how these models are not accessible to us when we are relying on
many of the more advanced machine learning algorithms used in behavioral ad-targeting or
autonomous driving.
This is a fundamental break with the sort of epistemological approach taken by the ancient Athenian
philosophers who demanded that belief be justified through reasoned argument. David does not
seem to focus much attention on this strain, but rather, on the proliferation of the scientific method,
post-enlightenment and the reliance on conceptual and working models of reality. This is equally
interesting, because we traditionally have attempted to predict the future by creating ever more
accurate models of the world that we use in order to answer such questions as: “When can we next
expect Halley's Comet to appear in our solar system?” Or, “How many car salesmen will I need on
the floor of the dealership on a typical Sunday?” Furthermore, these models can follow more
classical, deterministic paths, or they can attempt to simulate indeterminant, non-linear dynamic
trajectories. The trouble starts when we begin to offload the creation of these more complex models
to machine learning algorithms, that mathematicians and computer scientists train with ever larger
sets of data. These algorithms effectively “evolve” their own, internal models of whatever system
they are being trained to understand based on the predictive value of their simulations. In many
such cases, we are unable to ascertain the reason behind a given prediction, even if that prediction
is stunningly accurate and better than anything we can generate with our own models.
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In other words, whereas traditional approaches to science have necessitated the development of
theoretical models of the world that are then tested empirically through the act of making falsifiable
predictions, these new approaches generate predictions that we can use to interpret the simulation
generated by the machine learning algorithm after the fact. David does not talk much, if at all about
these “interpretive algorithms” which use forms of inductive reasoning in order to ascertain the
model in question. He focuses, rather on the implications of a world where we are able to make
ever more accurate predictions that serve us, while simultaneously understanding less and less
about the world.
What are the implications of this new science? If predictions provided by highly intelligent machines
became consistently more accurate across all domains of study, would we prefer to accept these
inexplicable solutions over less accurate ones whose methodology we understand? At the limit, if
we were to implement every prediction of every MLA, would we arrive at a fated, perfectly knowable
world? If machines become the equivalent of Delphi’s Oracle, what will be the value of doing
science? The scientific method, after all, is the means by which we have been able to navigate and
understand the material world, in material terms. Does this re-open humanity’s door to the
preoccupation with the mystery of conscious
experience, which cannot be explained through the The story of prediction is therefore also the
scientific method of objective, empirical analysis?
story of how we have understood how what
happens, happens. – David Weinberger
THE SCIENCE OF PREDICTING
Origins of the Future — I’d love to begin this conversation with a philosophical approach to the
question of “how do we predict?” or “how we envisage the future?” James Gleick deals with some
of the social aspects of this and the dynamic relationship between the science of time and our
cultural experience of it in his book Time Travel: A History. You set the table for this discussion in
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Going on Behind Us
A Complex Evolution…
The Future as Probability

Epistemological Analysis. Conceptual Modeling. Experimental Science. Religion and Culture.

your chapter “The Evolution of Prediction,” by talking about how pre-scientific societies approached
to time and if anything about the future is knowable in anyway. You give the example of animistic
societies where bones and seashells are parsed for clues to future events. You also discuss the
ancient Greeks, writing, “the Greeks talked about the future not as what lay ahead of them but as
what was behind them, according to the late Harvard professor of Greek, Bernard Knox. The future,
he explained, was for the Greeks primordially unknowable—as invisible as what is going on behind
us.” Q: What do you mean when you talk about the future being something that is going on “behind
us?” This is something you mention often in this chapter of the book.
The Evolution of Prediction — You seem to identify the enlightenment period as the starting point
for our modern relationship to the future and to our epistemological approach to understanding
“why we expect what we expect to happen.” I personally see this evolution as far more complicated,
and I think that the Hellenic period and the influence of the Athenian philosophers played an
enormous role in setting the foundation for this type of epistemological thinking about the future. I
think the enlightenment period brought forward this relationship of conceptual reality (theoretical
modeling) to working reality (experimental modeling). I also think that religion and other cultural
forces influenced people’s relationship to the future. Q: What is your view on how our relationship
to the future evolved and how our ability to predict it or to even understand that such a thing is
possible, come about?
What’s in a Prediction? — You write that “predictions live in a sweet spot between surprise and
certainty,” and that “a prediction is a statement that attempts to say what’s going to happen when
there’s room for belief but also for serious doubt and disagreement.” For example, no one would
say that “the sun will rise tomorrow” constitutes a prediction in the colloquial sense, but neither is
speculating on who will arrive at your future Why is it that showers and even storms seem to
grandchild’s eightieth birthday party. Q: Is it come by chance, so that many people think it
fair to say that predictions are inherently quite natural to pray for rain or fine weather,
statistical statements? Q: Can we discuss the though they would consider it ridiculous to ask
future in terms that are not probabilistic, while for an eclipse by prayer? ― Henri Poincaré
still being scientific?

The Culture of Laplace’s Demon

EVOLVING MODELS
Classical Determinism — Q: Where can we see the cultural Our old, oversimplified models
residue of Laplace’s Demon confidently calculating the future were nothing more than the rough
trajectory of any system from any present state? Q: In other guess of a couple of pounds of
words, where do we see the influences of a deterministic brains trying to understand a
model of the world in our institutions and practices?
realm in which everything is
Complexity Science — We have done numerous episodes connected to, and influenced by,
on the origins of complexity science, but it would be beneficial everything. ― D.W.
to new listeners or to those who need a refresher if we could
give some background into this field. Q: What is the science of complexity and what are its
intellectual origins?
Early Models — Q: What are some examples of early models of complex systems that we can
understand?

The Black Box Problem

What’s in an Explanation? — The question of “what constitutes an explanation” intrigues me. It
reminds me of the question “what is a random number?” My favorite definition of a non-random
number is any number for which an algorithm exists that can generate it. Is an explanation similar?
I’m not so sure. We often arrive at scientific explanations for phenomena that prove later on to have
been false. Q: Considering that we are moving into a world where deep learning algorithms are
able to make predictions about the world without providing us an explanation, is it fair to ask: “Are
there limits to human understand or can any explanation be simplified enough to where humans
can comprehend it?” Q: What is the sequence of events that inspire someone to seek and then
attain an explanation? I saw the
recent episode of Game of Thrones
and was struck by the observation,
however obvious, that the cause of
the Capital’s destruction could just as
easily be blamed on Ser Jorah
Mormont’s intervention into the
poisoning of Daenerys at the order of
King Robert, as it could on Tyrion
Lannister for turning in Lord Varys.
Machine Learning — These sorts of
algorithms operate through a type of
a/b testing, where a computer
scientist feeds tremendous amounts
of data into the computer and trains
the algorithm to distinguish between
or identify some object, concept, etc.
Q: Could you explain for our listeners
what machine learning is, how it
works, and why it is often so hard to
get an explanatory answer from
these machines? Q: How are
machine learning algorithms able to
predict the future with such high
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How Do Machines Learn? Why Can’t We Understand How They Know, What They Know?

Is Cause Objective? Are? Do Ontological Explanations Exist?

MACHINE LEARNING

Behavioral Predictions Are Self-Fulfilling Prophecies
Perverse Instantiation

GENERAL ARTIFICIAL INTELIGENCE
Epistemological Gap — There are several problems inherent in moving towards general artificial
intelligence. One is the epistemological gap, that is the challenge of translating what we want into
a language that a machine can understand without any amount of miscommunication. This
challenge reveals two problems. Q: The first is that people don’t arguably know what they want.
The second is that even if we know what we want (e.g. most people know they want to be happy),
how can we express that mathematically in terms of a utility function? Q: Have you spent any time
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People Don’t Really Know What They Want Once You Get Specific About It…

degrees of accuracy in an increasing number of domains? Q: Why can’t we understand how they
work? Q: What about some of these “interpretable algorithms?”
Social vs. Natural Predictions — There is an important distinction to draw between predictions
about human systems and natural ones (e.g. financial markets vs. planetary motion). Taking this
into account, it seems that there is no obvious material downside to deploying MLA predictions
whose models we cannot intuit in the service of predicting physical phenomena like the weather.
However, in cases where we are using such algorithms to make predictions about human behavior,
the actions we take as a result of the predictions we are given further confirm the phenomenon
(e.g. price correlations in financial markets or racial and gender aptitude differences). Conceptual
models that we can understand allow us to make further inquiries into why we see what we see. If
our models tell us that men perform better at engineering, whereas women perform better in health
care fields, we can investigate further in order to determine if this is an outcome that is “fair” by our
moral standards or if it is not, and then, we can decide if and how we want to address it. The types
of deep learning algorithms that we are describing do not give us this opportunity. The machines
provide the predictions or recommendations based on the values we have ascribed a priori. I don’t
believe this is a distinction that is made in the book. Q: Could you comment on the distinction
between relying on such deep learning algorithms for making decisions and predictions in social
systems vs. natural ones? Q: How do such algorithms’ predictions impact the subject about which
the predictions are being made? Q: What of this point about “a priori value loading?”

We Need to Get it Right the First Time
Epistemology vs. Moral Philosophy

thinking about the epistemological problem of training
an A.I. and how that relates to your observations
about the black box of MLA? (perverse instantiation)
Control Problem — The AI control problem is the
challenge of how to build a superintelligent agent that
will aid its creators without inadvertently (or
purposely) harming its creators, with the assumption
that modifying the artificial intelligence may be
impossible once it reaches critical intelligence. This
effectively means that we would “need to get it right
the first time.” Q: Are you concerned that, given the
thousands of years we have spent debating moral
questions that we can’t possibly hope to “get it right,”
and that whatever we do “get” will be the moral output
of a very narrow segment of society, expressing only
their values and their concerns?
Applied Philosophy — Q: Given the importance of
value loading and utility function engineering in
machine learning, might it be possible that moral
philosophy will usurp epistemology as the more
important or “sexy” branch of philosophy?
Questions of Consciousness — Q: What is
consciousness? Q: How will we know if the machines
we build will not one day fulfill the qualifications for
consciousness? Q: How do we differentiate between
a simulation of experience and the “real thing?”

QUOTES
“Guessing before proving! Need I remind you that it is so that all important discoveries have been
made?” ― Henri Poincare
“To doubt everything and to believe everything are two equally convenient solutions; each saves
us from thinking.” ― Henri Poincaré
“Why is it that showers and even storms seem to come by chance, so that many people think it
quite natural to pray for rain or fine weather, though they would consider it ridiculous to ask for an
eclipse by prayer?” ― Henri Poincaré
“And they would be right. We have no evidence - just a theory that happens to fit the facts.” ―
Spock, the Undiscovered Country
“Deep learning systems do not have to simplify the world to what humans can understand.” ― D.W.
“Our old, oversimplified models were nothing more than the rough guess of a couple of pounds of
brains trying to understand a realm in which everything is connected to, and influenced by,
everything.” ― David Weinberger
“Chaotic orbits exist but they are Gödel’s children, so complex, so overladen with information that
humans can never comprehend them. But chaos is ubiquitous in nature; therefore, the universe is
filled with countless mysteries that man can never understand.” ― Joseph Ford
“You name an integer by giving a way to calculate it. A program names an integer if its output is
that integer—you know, it outputs that integer, just one, and then it stops.” ― Gregory Chaitin
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